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Question 1
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You have the following timestamps:
Operation timestamp

Client sends request: 1581713234.198635

Client receives response: 1581713234.425221

Server receives request: 1581713232.405208

Server sends response: 1581713232.470293

Time is expressed in seconds as a floating-point number. 
Using NTP, what is the new time? 
Compute this by adding the offset, theta, to the client receives response time.

Note that the client's time 
is ahead of the server's. 
We expect a negative 
offset
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Question 1

Formula from RFC5905, page 28:
Theta, Θ = T(B) - T(A) = 1/2 * [(T2 - T1) + (T3 - T4)] 

Θ = 1/2 * [(1581713232.405208 -1581713234.198635) +
(1581713232.470293 - 1581713234.425221)]

Θ = 1/2 * [ -1.793427 + -1.954928 ] 
Θ = 1/2 * [ -3.748355 ] = -1.87417
theta is the offset: add the offset to our current time (T4)
time = T4 + Θ = 1581713234.425221 - 1.87417 = 1581713232.551051
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T1 = 1581713234.198635
T2 = 1581713232.405208
T3 = 1581713232.470293
T4 = 1581713234.425221

© 2020 Paul Krzyzanowski

Operation timestamp

Client sends request: 1581713234.198635

Client receives response: 1581713234.425221

Server receives request: 1581713232.405208

Server sends response: 1581713232.470293



Question 2

Two events, a & b, are causal and a → b (a happened before b) if
a took place before b on the same system
a is the event of sending a message & b is the event of receiving it

or there is a transitive relationship such that
a → q0, q0 → q1, … , qn-1 → qn, qn → b
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How does Lamport define concurrent events? 
(Just the high-level definition, not using timestamps.)

Page 559 – right column:
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Question 3

In order for vector clock B to be considered a descendant of vector 
clock A, each marker in clock A must have a corresponding marker in 
clock B that has a revision number greater than or equal to the marker 
in A.
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From the Why Vector Clocks are Easy paper, how can you tell if one 
vector clock is a descendent of another vector clock?

In the paper, saying B is a descendant of A is the same as saying that 
B is causally dependent on A: there is a causal relationship.

Vector clock B:    Alice:3, Ben:4, Cathy:1, Dave:2

Vector clock A:    Alice:1, Ben:1, Cathy:1, Dave:2
≥ ≥ ≥ ≥ B is a descendant of A
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For each element of A, the corresponding element of B is ≥ than A



Question 3

February 19, 2020 7

B:    Alice:3, Ben:4, Cathy:1, Dave:2

A:    Alice:1, Ben:1, Cathy:1, Dave:2, Emily:3
≥ ≥ ≥ ≥

B is NOT a descendant of A
Emily is missing from B
(Emily is implicitly 0 in B)

B:    Alice:3, Ben:4, Cathy:1, Dave:1

A:    Alice:1, Ben:1, Cathy:1, Dave:2
≥ ≥ ≥ < B is NOT a descendant of A

Dave:2 is NOT ≥ Dave:1

Note: An ordered vector of clock values (e.g., {2, 4, 8, 3} ) instead of a 
vector of (Process_ID, clock} tuples makes sense only if the group 
membership is known ahead of time and everyone's place in the group 
is uniquely identified. 

In real life, it is likely that new processes may join and there will not be 
a priori knowledge of all participants.
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Question 4
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The diagram below shows nine events (a, b, … i) on three processes.

Assign Lamport timestamps to each event. 

The event clock on each process is initialized to 0 at the beginning and 
incremented prior to timestamping each event. 

For instance, the clock on P0 starts at 0 and event a gets assigned a Lamport 
timestamp of 1 for event a.
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Question 4

February 19, 2020 9

Lamport timestamping rules:
1. Each system maintains a counter, initialized to 0.

2. Before you associate a timestamp with an event, you increment the counter. 

3. If the event is that of receiving a message, then you still pre-increment the 
counter but then compare the received timestamp with the one you were 
planning to associate with the event. 
If the received timestamp is ≤ to the local one, then set the event timestamp 
(and your event counter) to the received timestamp + 1.

© 2020 Paul Krzyzanowski



Question 4
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Event a is 1 : P0's counter was initialized to 0. 0+1 = 1
Event b is 2 : P0's counter was previously 1. 1+1 = 2
Event c is 3 : P0's counter was previously 2. 2+1 = 3

Event e is the receipt of a message.
If it was a regular event, it would get a value of 1
– but the received message is 1, so we set it to received_timestamp +1 = 2
P1's counter is now 2.

Event h is 1 : P2's counter was initialized to 0. 0+1 = 1

1 2 3

2

1
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Question 4
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Event f is the receipt of a message from h, so it contains a value of 1.
If it was a regular event, it would get a value of 2+1 = 3.
Since the clock value in the received message is < 3, event f stays with 3.

Event i is the receipt of a message from event c (3).
i would normally get 1+1=2 but 3 ≥ 2, so we set i's value to 3+1 = 4.

Event g is 4 – it is the the next event after f, so 3+1 = 4

Event f is the receipt of a message from g (4). 4 > 3, so set d's value to 4+1 = 5

1 2 3

2

1

3

4

4

5
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Question 5
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Using the same set of events as in the previous question, assign vector
timestamps to each event. 

The event clock vector at each process is initialized to all zeros at the 
beginning and a process increments its position in the vector prior to 
timestamping each event. Process positions in the vector are 
(P0, P1, P2).

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)
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Question 5

Rules for generating vector timestamps

• Each process keeps a vector of the latest timestamps of all 
processes it has received
– { 0, 2, 3, 1 } represents timestamps for { P0, P1, P2, P3 }
– In practice, if we don’t know all group members, we will store & send a 

set of (process_ID, clock_value) tuples:
{ (P0, 0), (P1, 2), (P2, 3), (P3, 1) }

For purposes of analysis, it’s the same – just a matter of implementation

• Before timestamping an event, increment only your process’ 
counter in the vector
– Example: P2 would change its vector from { 0, 2, 3, 1 } to { 0, 2, 4, 1 } . 

February 19, 2020 13© 2020 Paul Krzyzanowski



Question 5
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a = (1, 0, 0) – P0 only increments P0's element before timestamping an event
b = (2, 0, 0) – –– same ––
c = (3, 0, 0) – –– same ––
h = (0, 0, 1) – P2 only increments P2's element before timestamping an event

e would get a vector timestamp = (0, 1, 0) if it was a local event
Since it's the receipt of (1, 0, 0):

1. Compare the vectors element by element
2. Pick the greater value of each pair of elements for the new vector

(1, 0, 0) : (0, 1, 0) ⇒ (1, 1, 0)
e = (1, 1, 0)

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)

Vector = (P0, P1, P2)

(1, 0, 0) (2, 0, 0) (3, 0, 0)

(1, 1, 0)

(0, 0, 1)
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Question 5
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f – P1 only increments P1's element before timestamping an event
e was (1, 1, 0), so f would be (1, 1+1, 0) = (1, 2, 0)
but it's the receipt of (0, 0, 1), so compare the elements of (1, 2, 0) and (0, 0, 1):

(1, 2, 0) : (0, 0, 1) ⇒ (1, 2, 1)

g : (1, 2+1, 0) = (1, 3, 1)

d would normally be (3+1, 0, 0) = (4, 0, 0)
but it's the receipt of (1, 3, 1), so compare the elements of (1, 3, 1) and (4, 0, 0):

(1, 3, 1) : (4, 0, 0) ⇒ (4, 3, 1)

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)

Vector = (P0, P1, P2)

(1, 0, 0) (2, 0, 0) (3, 0, 0)

(1, 1, 0) (1, 2, 1)

(4, 3, 1)

(0, 0, 1)

(1, 3, 1)
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Question 5
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i would normally be (0, 0, 1+1) = (0, 0, 2)
but it's the receipt of (3, 0, 0), so compare the elements of (0, 0, 2) and (3, 0, 0):

(0, 0, 2) : (3, 0, 0) ⇒ (3, 0, 2)

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)

Vector = (P0, P1, P2)

(1, 0, 0) (2, 0, 0) (3, 0, 0)

(1, 1, 0) (1, 2, 1)

(4, 3, 1)

(0, 0, 1)

(1, 3, 1)

(3, 0, 2)
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Question 6
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Which events are concurrent with event b?

Do an element-by-element comparison of b=(2,0,0) with other vectors

If each corresponding element of b is ≥ the other vector then 
b happened before the other vector.

If each corresponding element of b is ≤ the other vector then 
the other vector happened before b.

Find vectors where neither of these apply

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)

(1, 0, 0) (2, 0, 0) (3, 0, 0)

(1, 1, 0) (1, 2, 1)

(4, 3, 1)

(0, 0, 1)

(1, 3, 1)

(3, 0, 2)
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Question 6
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Which events are concurrent with event b?

Example: (4, 3, 1) ≥ (2, 0, 0). Therefore, b → d, so d is NOT concurrent with b.

Concurrent with b:

e: (1, 1, 0) ≰ (2, 0, 0) and (1, 1, 0) ≱ (2, 0, 0) 
f: (1, 2, 1) ≰ (2, 0, 0) and (1, 2, 1) ≱ (2, 0, 0) 
g: (1, 3, 1) ≰ (2, 0, 0) and (1, 3, 1) ≱ (2, 0, 0) 
h: (0, 0, 1) ≰ (2, 0, 0) and (0, 0, 1) ≱ (2, 0, 0) 

(0, 0, 0)

(0, 0, 0)

(0, 0, 0)

(1, 0, 0) (2, 0, 0) (3, 0, 0)

(1, 1, 0) (1, 2, 1)

(4, 3, 1)

(0, 0, 1)

(1, 3, 1)

(3, 0, 2)
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Selected questions from past exams
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Fall 2017 Question 1

Stale state: the system has an outdated view of the world 
when it starts up.

Not: data gets lost or missed messages 
– that is true for fail-stop behavior as well
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What problem can arise with a system that exhibits fail-restart behavior?
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Fall 2017 Question 2

offset = (Treceived – Tsent) ÷ 2
= (10:05.900-10:05.800) ÷ 2
= 0.1 ÷ 2 = 0.05

New time = Tserver + offset = 10:05.850 + 0.05 = 10:05.9

February 19, 2020 21

At 10:05.800, a client sends the server a request for the time. The server 
response arrives at 10:05.900 containing a time stamp of 10:05.850. Using 
Cristian's algorithm, to what value does the client set its clock?

client

server
Tserver = 10:05.850

10:05.800 10:05.900
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Question 2

(a) No. All replicas should have the definitive versions of data. In a bad 
implementation (no write-through cache), a cache may contain up-to-data data 
if it was generated locally. 

(b) No. That would be an invalid design. This assumes an incoherent cache.

(c) Possible in some cases – where a cache hit doesn’t involve contacting the 
replica but caches are not designed for fault tolerance. 
This is a useful side-effect of a cache but NOT an advantage over replication

(d) Yes. The purpose of a cache it to keep frequently-reference data close to 
where it is used. We can place full replicas close to where they are needed but 
may end up copying a lot of data we don’t need.
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Caching has the following advantage over replication:
a) A cache will contain data that is more up-to-date than a replica.
b) A cache is designed to contain authoritative data while a replica may contain 

stale data.
c) A cache enables a system to be more fault tolerant than using a replica.
d) A cache can be smaller in size than a replica.



Fall 2016 Question 2

It’s not fault tolerant.

If a client process dies or exits without properly decrementing reference counts, 
the object would not get deleted.

23

What is a benefit of lease-based garbage collection over reference count 
based garbage collection?
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Fall 2015 Question 2

Vector clocks allow you to tell whether a set of events are causally 
related or concurrent by comparing their timestamps.

24

(a) What is the advantage of vector clocks over Lamport clocks?

(b) What is a disadvantage?

1. Vector timestamps use more space because you have a vector 
(one element for each process) rather than one integer.

2. Comparing them takes more time since you need to do an element-
by-element comparison.

Bad answer: “more expensive”, “slower”
Answers such as these are too vague to show that you understand the 
material.
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Fall 2018: Question 4

Network partition = a link between components is broken, resulting in 
segmented sub-networks that cannot communicate

(c) A partition is when systems cannot communicate: all messages are lost
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With a network partition fault:
a) Messages may take longer to arrive than expected.
b) Two systems might each think the other one is dead.
c) Some messages between two systems might get lost or corrupted.
d) Messages might be sent to the wrong system.



Fall 2017 Question 10

(a) Feedback implosion
– Send a multicast message out and get replies from all group members
– Piggybacked ACKs can help a bit with feedback implosion but this doesn’t 

answer the question.

(c) Sending one ACK for multiple messages
– This is a cumulative acknowledgement

(d) Protocols generally do not acknowledge receipt of ACKs

February 19, 2020 26

Piggybacked acknowledgements:
(a) Prevent feedback implosion.
(b) Incorporate an acknowledgement within a response message.
(c) Optimize network use by sending one acknowledgement for multiple 

messages.
(d) Are a way for the sender to acknowledge receipt of an acknowledgement.
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Fall 2016 Question 11

Port numbers are a transport-layer construct to identify socket endpoints.

The network layer (IP) is only responsible for getting packets to the computer, 
so it has no need for port numbers.

27

Port numbers are used in:
a) IP.
b) UDP only.
c) UDP & TCP.
d) TCP only. 
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Fall 2016 Question 15

• Ideally, neither client nor server will have to convert data to a local format.

28

A key advantage of multi-canonical marshaling is that it:
a) Enables a set of data to be sent to multiple servers simultaneously.
b) Allows clients and servers to have different processor architectures.
c) Reduces the overall amount of data conversion that needs to be performed.
d) Allows clients to communicate directly with servers without routing messages 

through a proxy.
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Question 11

(a) Stubs provide transparency:
A client-side stub is a local procedure that mirrors the remote one

(b) The program doesn’t have to do this; the stub does

(c) This has nothing to do with providing transparency

(d) This is where transparency breaks

February 19, 2020 © 2020 Paul Krzyzanowski 29

To provide a transparent interface on the client side, remote procedure 
calls (RPC):
a) Provide a client stub function per remote function.
b) Require the program to first marshal all parameters.
c) Allow a programmer to specify the type of transport that is used.
d) Must handle failures.



Fall 2018 Question 15

(a) Reference counting can handle this. Each assignment increments the 
reference count.

(b) This would be a bug with any form of garbage collection.

(c) This is not a problem because of reference counting or any storage 
management.

(d) Yes – abnormal client termination doesn’t allow the client to decrement 
its reference counts on the server.
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Reference counting is a common technique for garbage collection and 
has been used in languages such as Perl, Rust, and Python. What is a 
specific problem with using reference counting for remote objects?
a) Multiple references to the same object.
b) Attempts to access an object after it has been deleted.
c) Mismatch in data representation formats between the client and server.
d) Client crashes.



Fall 2018 Question 14

(a) No – it’s not a name server to locate servers

(b) Yes

(c) No – it’s not a name server to locate services

(d) No – stub generation does that
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A purpose of the Windows 10 COM Surrogate process is to:
a) Enable a client to locate the server that is hosting a remote object.
b) Load and run objects on a server in response to client requests.
c) Enable a client to locate a remote service on a server.
d) Provide a client-side interface to remote services.



Fall 2018 Question 22

• If b → a then A > B but the converse is not necessarily true
– If a and b are concurrent, it may be the case that A > B

• If a → b then A < B but the converse is not necessarily true either
– If a and b are concurrent, it may be the case that A < B

• If a and b are causal then a → b OR b → a 
– If a → b then A < B
– If b → a then B < A
– Therefore, if a and b are causal then A ≠ B
– Therefore, if A = B then a and b must be concurrent
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What can you definitively state about two events, a and b, if their Lamport
timestamps are A and B respectively?
a) If A = B then a and b are concurrent. 
b) If A > B then a and b are causally related and b → a. 
c) If A < B then a and b are causally related and a → b. 
d) You cannot make any conclusions about the concurrency of a and b.



Fall 2016 Question 18

In the Berkeley algorithm, there is no concept of a server that has the “true 
time”

• Server = master; client = slave

• Berkeley synchronization averages out all time values – we only have two:

(6:27:10 + 6:28:30) / 2 = 6: 27: (10 + 90)÷2 = 6:27:(100÷2) = 6:27:50

33

In a group of two computers, a client’s local clock reads 6:27:10. Using the 
Berkeley clock synchronization algorithm, to what value does the client set its 
time if the server’s clock reads 6:28:30? Ignore message transit times.
a) 6:27:50
b) 6:28:30
c) 6:29:10
d) 6:29:50
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Fall 2016 Question 19

34

An NTP synchronization subnet is:
a) A high-speed network that is dedicated to clock synchronization.
b) The set of servers that offers clock synchronization services.
c) Reserved capacity dedicated to clock synchronization in an existing network.
d) Any network over which an NTP server continuously sends time broadcasts.
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Fall 2017 Question 21

By looking at Lamport timestamps, we cannot tell the ordering:
If L(a) < L(b), we don't know that a → b

However, if two events are causal (a → b) then L(a) < L(b)
Two causal events will never have the same timestamps
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Events x, y, z have Lamport timestamps of 3, 3, 5, respectively. They may or may 
not have occurred on different processes. What can you definitively say 
definitively about these events?
(a) x and y are concurrent.
(b) Both x and y happened before z.
(c) Both (a) and (b).
(d) Neither (a) nor (b).
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Fall 2017 Question 24

(b): PIM just handles IP multicast

(c), (d): IP multicast does not offer varying levels of reliability
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Protocol Independent Multicast is used to:
(a) Route IP multicast packets within the Internet.
(b) Support multiple forms of multicast beyond IP multicast.
(c) Provide sender-selectable levels of reliability in multicast streams.
(d) Provide sender-selectable levels of reliability and message ordering in 

multicast streams.
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Question 29

• IGMP is only used at multicast receivers to communicate with their connected 
router(s).

• Multicast routing within the Internet is handled via PIM (Protocol Independent 
Multicast)

(a) IGMP does not concern itself with the sender
(c) Nobody keeps track of the membership of the entire multicast group
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IGMP, the Internet Group Membership Protocol:
a) Allows a multicast sender to send a message to all recipients that are members of 

that multicast group.
b) Allows a computer to tell its connected router that it wants to receive messages for 

a certain multicast group.
c) Keeps track of membership for each multicast group.
d) All of the above.



Question 31

• A message is not stable unless a group member has been told that all group 
members received it.

• A dead sender will cause a view change to take place
– The sender will no longer be in the new group … but the message still must be 

delivered

• During a view change:
– Each group member multicasts all of its unstable messages to all live group members

February 19, 2020 © 2020 Paul Krzyzanowski 38

In Isis virtual synchrony, if the sender dies partway through sending a 
message:
a) It resumes sending from where it left off after restarting and reading a persistent 

log.
b) It re-sends the message to the group after restarting, causing some members to 

receive duplicates.
c) Other group members take over and send copies of that message to their peers.
d) No action needs to be taken; the sender is simply removed from the group.



The end
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